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Abstract— The infrastructure of the modern Internet has
become a monolithic mesh of varying network types and the
diverse nature of these networks means the core fabric of the
Internet is ever changing. This places increasing strain on the
concept of running IP over everything and everything over IP,
forcing network administrators to employ techniques such as
tunnelling to ensure end-to-end IP connectivity. Unfortunately
these techniques inherently require some form of efficiency trade-
off and are not an ideal long term solution. This paper proposes
a new network layer protocol, NP++, which uses a level of
indirection between the logical and physical specification of the
protocol. This allows the protocol to change its transmission
characteristics depending on the type of network detected; this
ensures a higher level of flexibility along with the potential to
greatly increase efficiency.

I. I NTRODUCTION

The Internet has grown to a tremendous size and encom-
passes a large number of varied network architectures, many
more than were originally anticipated when the underlying
protocols, such as IP[1], were initially designed. The diversity
of the networks over which the Internet will be used will
increase, with the introduction of new wireless technologies
such as third generation mobile phone networks and the IEEE
802.11 family of networks, as well as new high speed fibre
networks that will be used at the core of the Internet. Because
of the ubiquity, price and openness of the Internet, most data
communications networks have either migrated to the TCP/IP
family of protocols or implemented protocol translators at their
borders to take advantage of the Internet as a means to link
up their individual networks. It is predicted that many more
domains will wish to take advantage of these properties. For
example, the Internet stands poised to take over the role of
the existing telephony networks using the Voice over Internet
Protocol (VoIP)[2]. Furthermore, as we approach an era where
mobile and ubiquitous computing become commonplace, the
need to efficiently communicate between mobile and embed-
ded devices on a large scale will become a reality.

An ever increasing demand will be placed on the TCP/IP

family of protocols over which the Internet currently operates.
These protocols will have to be able to support a much wider
range of applications and network media than was ever consid-
ered at the time of their conception. Not only will the protocols
have to operate on high bit rate, low latency networks, they
will also have to cope with the different challenges presented
by low bit rate, high latency networks with high levels of
jitter. Whilst it is believed that the performance of both high
bandwidth interconnects and wireless interconnects will grow
over the coming years, it is also believed that thedynamic
rangeof the characteristics of these networks will grow apart
at an even greater rate. This will likely be most evident with
regards to the bandwidth, delay and error rates of the networks,
resulting in an increasingly diverse environment in which the
Internet has to operate.

The next generation Internet will consist of networks with
vastly different characteristics and users will wish to get the
most out of it with many ubiquitous scenarios envisaged. We
believe that in order to support noisy, low bandwidth channels
equally as well as high speed switching, routing, and efficient
end-system protocol processing, a new Internetworking proto-
col needs to be developed. This paper outlines the design of
such a protocol, NP++ that will provide flexibility beyond IP
and IPv6.

II. NP++ MOTIVATION

The role of a network layer protocol is well understood.
It abstracts away the heterogeneity of underlying link tech-
nologies in order to provide a stable and common base for
upper layer protocols and applications, creating an easy to use
interface so the networking technology can be taken advantage
of easily by developers. As the diversity of underlying link
technologies, and the diversity in the applications wishing
to use these technologies increases, greater demands will be
placed on the protocol used to manage the networks to main-
tain efficient communications. The benefits from supporting a
diverse range of networking technologies are clear. However,



there are a number of areas in which this underlying diversity
has the potential to raise significant problems. These areas are
discussed in the following sections.

A. Switch and router design

Network switches and routers are being rapidly developed
to provide high performance switching, whilst incorporating
support for new technologies such as Quality Of Service
(QoS). When hardware such as this is redesigned it is often
the case that the packet formats of the protocols that operate
over them need to be altered (such as MPLS and VLAN
technology). Because of this, the protocols often need to be
re-designed to take this into account.

Choosing, specifying, negotiating and deploying network
protocols is a timely procedure often taking years and this
should not have to be done every time a new network archi-
tecture is deployed, especially with the rapid rate at which
the technology is progressing. It is vital that a next generation
internetworking protocol is able to adapt to new architectures
and change its presentation to these hardware devices without
sacrificing functionality or efficiency.

B. Mobile, Wireless and Overlay Networks

The inflexibility of the current Internet protocols is forcing
many new protocols to tunnel their traffic through the Internet.
As an example of this take the Mobile IP suite of protocols [3]
[4]. Mobile IP solutions use tunneling to maintain transparency
about the location of a mobile device connected to the network
to allow applications to use the Internet and be contacted as if
they had never moved from their home network. Virtual Private
Networks (VPN’s) and IPv4/v6 transitioning techniques are
other examples of protocols that are effectively forced to use
tunneling over IP to achieve their goals once again due to IP’s
inflexibility.

Tunneling mechanisms incur a high overhead due to the
larger packet headers that need to be used to carry the
additional data from the protocols being tunneled. For example
the header of a typical Mobile IPv6 data packet (such as a
HTTP request for example) can grow in size up to 108 bytes.
Considering these packets are highly likely to be transmitted
across one or more wireless links on an end-to-end connection,
with relatively low bandwidth and high packet loss rates (the
likelihood of a packet being lost increases with its size), the
effect of the larger headers on efficiency becomes evident.
Due to the nature of the wireless networks often utilised,
and the large headers created from tunneling, these scenarios
would benefit greatly by using a form of header compression.
However, unlike the header compression techniques used for
TCP/IP and UDP/IP [5] the fields in the headers cannot always
be known ahead of time therefore rendering traditional header
compression techniques redundant. To be able to support the
numerous different headers that can be interleaved in a data
stream a network protocol needs to be extremely flexible
to enable header compression to be dynamically assigned at
appropriate positions within a network.

The next evolution in mobile and wireless networking
will involve the integration of multi-hop wireless networks.
It is extremely important to maximise efficiency over these
networks in order to fully utilise them (as many of them may
have comparatively low bandwidth and high packet loss rates).
The nature of the variety of wireless networks will be highly
diverse and each network will have different characteristics.
The negative impact of wireless communications on TCP/IP is
well documented[6] and the reason the performance is affected
is typically the result of TCP’s congestion control algorithm.
The protocol mistakes lost packets and acknowledgments as
congestion (whereas loss due to the inherent nature of a
wireless network is most often the cause) and restarts its slow
start sending mechanism resulting in poor throughput.

The above issues relating to mobile, wireless and overlay
networks all suggest the need for more flexible handling of
header compression and congestion control that is far more
aware of its environment than is currently available.

C. Error Detection and Correction

Error checking in a network is usually performed using
checksums embedded into the packet headers. X.25, an early
telecommunications oriented protocol performed a checksum
over the whole packet at each hop, meaning the packet could
be discarded as soon as any malformed data was detected.
IPv4 has an IP header only checksum leaving the data to
be verified by the transport protocols (TCP/UDP). IPv6 has
removed the checksum altogether leaving the checksum to
be calculated by the transport protocols which then have to
check important fields in the IP header to prevent errors.
This forced UDP to have a mandatory checksum over IPv6
and diminished its ability to distinguish reliability policies of
real-time and non real-time traffic. Subsequently UDP Lite[7]
was developed to allow flexibility in the error checking of
a UDP packet, allowing just the header, the header and part
of the data or the header and all of the data to be checked.
Many routers in high speed networks leave out computing the
header checksum in IPv4 at each hop as it is deemed to be
too computationally intensive, instead leaving the checks to
the endpoints of the connections. These reasons suggest that
there should be error detection flexibility in the network level
protocol so that applications and networks can decide on the
amount of error checking needed depending on applications
requirements.

The problems discribed in the sections above show a clear
need for an internetworking protocol with much more flexi-
bilty than any of the current protocols offer. Solutions to some
of these problems have been proposed, for example, network
address translators, overlay networks, additional protocol tags
or tunneling. However, all of these approaches sacrifice ef-
ficiency and make the protocols substantially more complex.
As the Internet expands and more network technologies are
introduced, the problems surrounding the integration off all the
architectures can only grow, and if the networking protocols
remain as they are today the complexity of implementing new
applications and technologies over them will grow along side.



There is clearly a need for a more flexible network layer
protocol that can handle new technologies as and when they
arise.

III. NP++ OVERVIEW

The main goal of NP++ is to create a new network layer
protocol that can efficiently support the wide range of networks
and applications envisioned for the future. The way in which
this will be accomplished is by introducing alevel of indirec-
tion. Levels of indirection have been used in computing for
many years to achieve new paradigms of computational ability.
A prime example of indirection is the introduction of virtual
memory which allowed an abstraction between the amount
of physical memory and the amount of memory that could
be used by applications, this was achieved by using space
on the physical disk to emulate memory thus allowing larger
programs to be run than the size of the actual physical memory.

NP++ introduces a new level of indirection into the net-
work layer between its logical specification and its physical
implementation. Thelogical specification has aunifiedheader
description much like that of a traditional network layer
protocol, however, unlike existing implementations it views
the physical packet headers that are actually transmitted as
a totally separate assembly of fields. Because of this, the
physical packet headers are able to change on a hop by hop
basis throughout a network allowing different control informa-
tion to be transmitted depending on the underlying network
architecture. This will allow trade offs to be made between
different aspects of the protocol such as header compression,
robustness, switching performance and even security on a hop
by hop basis. Separating the logical and physical creates a
level of indirection that allows the protocol to dynamically
adapt to a wide range of network architectures, many of which
haven’t even been conceived yet, by implementing a new
physical structure for each network that maps on to the logical
specification, it is in effect, an attempt to future proof the
protocol.

The separation of logical and physical protocol specifica-
tions in NP++ enables a packet header to be seen as a set of
independent fields which can be sent as frequently as is nec-
essary, ie with every piece of data or at varying intervals. This
permits the actual control information sent in packet headers to
be optimised on a per link basis, to suit the underlying network
architectures. The protocol takes advantage of the most suc-
cessful features of both virtual circuit and datagram protocols
aiming to minimise their disadvantages. Different applications
needs can therefore be satisfied by either maintaining a virtual
circuit path on an end to end connection if appropriate or
using datagrams as the main method of packet transmission.
Similarly, on networks with low bandwidth-delay products,
a new protocol should rely on end-to-end mechanisms at
the transport layer to control congestion whereas on a high
bandwidth-delay product network, hop by hop congestion
control could be used.

The network scenario depicted in Figure 1 shows intercon-
nected networks comprised of a high speed switched core with

a Gigabit Ethernet connection at one end and an IEEE 802.11
wireless link at the other. This is a typical scenario for which
NP++ would be an ideal solution because of the jump from the
high speed, low loss core to a low bandwidth, lossy, wireless
link.

Fig. 1. A Typical Network Scenario.

There are two main areas in which NP++ could be used in
this scenario to improve the overall performance of a mobile
device communicating with one of the servers. Firstly, there
is the wireless hop from the mobile device to the access
point. A physical mapping could be produced for the 802.11
network that is able to remove predictable values from the
protocol headers transmitted. As the bandwidth is limited on
this link it would make sense to remove large chunks of
data where possible so the large network addresses and other
predictable values could be removed from the headers and a
much smaller, temporary, connection identifier could be put in
their place. By doing this header compression is achieved and
the values can be refreshed by sending address field chunks
less often than the data. This would be a considerable band-
width saving especially when lots of small packets are being
transmitted. It would also be possible to include additional
error checking information in the physical mapping which
would make the header more resilient, therefore reducing
packet loss and increasing efficiency. Furthermore, hop by hop
congestion control could be employed as opposed to end to
end transport layer congestion control because of the relatively
high bandwidth delay product (BDP) of the end to end path.

The second area in which NP++ could be well utilised is
within the high speed core of the network. The routers and
switches in this part of the network are operating at extremely
high speeds (Gigabits or Terabits per second); because of this
their processing power is relatively low for each packet that
they have to deal with. The headers should not be compressed
or contain additional error checking data as this would result in
increased processing time on each packet. Instead, these nodes
could have physical mappings that contain additional state
information, such as switching labels to facilitate the nodes
being able to decide what action to take on a packet without
having to perform a computationally expensive look up in their
routing tables. The values of these labels could be computed
upstream of the high speed link for use at the downstream
router so as not to waste the computation cycles on the nodes
which have to make the decisions quickly, the computation
instead being done on nodes which have the cycles to spare.
To further aid in downstream processing of packets the size
of the packets could be altered at upstream nodes depending



on the switching/routing hardware available at each hope in a
communication path. This flexibility within the protocol itself
allows it to remain the same protocol as presented to the upper
layers regardless of the changes made in switching and routing
technology.

There are many areas in which different physical mappings
could be implemented to provide increased efficiency of vari-
ous network architectures. Consider in the above example, the
case of the two neighbouring wireless nodes. Having both the
MAC and Internetwork address transmitted across the network
would be highly redundant, so only the MAC address need
be sent and a physical mapping could be implemented to
facilitate this. It would also be possible to implement mappings
for flexible checksumming of the data depending on the type
of application, ie real-time communications and traditional
data. Furthermore mappings could be implemented that would
facilitate Quality of Service polices across networks although
this is beyond the scope of this project.

NP++ also shows promise in other areas due to its inderction
mechanism. For example, it could be used to aid in the
transition from one networking protocol to another as in the
case of IPv4 to IPv6. The IPv6 header could be used as the
logical specification for a network and the underlying physical
mapping could be the IPv4 header of the legacy Internet. This
allows IPv6 traffic to be passed over legacy networks without
the need for inefficient tunneling mechanisms.

IV. PROJECTA IMS

The overarching goal of the NP++ project is to design, im-
plement and evaluate a totally new Internetworking protocol.
This protocol will demonstrate how flexible a protocol should
be to cope with the diversity of networking technologies
available now and in the future, along with demonstrating how
it can meet the demands of the diversifying set of applications
that need to use these networks. More specifically, the project
aims to:

• Design a flexible, efficient, scalable and future proofed
network layer protocol, capable of more efficiently sup-
porting highly heterogenous network environments than
the protocols currently available, ie IP and IPv6.

• Implement an open source prototype of NP++, to be used
as a proof of the NP++ concepts, and as a basis for
evalutation and future research work.

• Experimentally evaluate the performance of NP++ in a
number of real world scenarios to asses its strengths and
weaknesses relative to existing systems (namely the IP
and IPv6 family of protocols)

V. I MPLEMENTATION

The first step in implementing NP++ is the design and
development of the logical specification, this will involve
prototyping implementations to verify hypotheses concerning
new features of the protocol. Initially the IPv6 header shown
in Figure 2 will be used as the NP++ logical specification
along with some of its supporting protocols such as IP header
compression and Mobile IPv6. We will not restrict ourselves in

any way by using the IPv6 specification, it is merely the basis
to enable the rapid development of NP++ by making use of the
existing code base available and our previous experience with
IPv6. The majority of the implementation will have to be done
inside the kernel of an Operating System (OS) to make use
of various features of the architecture (such as direct access
to the network interfaces and network buffers, etc). Due to
this requirement an open source OS will be used, the choice
was made to use FreeBSD due to its level of documentation
of the kernel and the authors previous experience in this area.
This will allow the new protocol to be implemented inside
the kernel and also allow different nodes to be configured
(ie switches, gateways and routers), that can all use the same
protocol implementation due to the wide range of open source
tools available on the platform.

Fig. 2. IPv6 Header used initially for the NP++ logical specification.

Once the logical specification has been completed, the next
phase of the project is the implementation of the protocol and
its supporting network environment. Two implementations of
the protocol are planned:

1) A Unix based kernel implementation - This will be
the main implementation used for testing the protocols
performance against current implementations (IP and
IPv6).

2) A Windows implemntation - This will be developed to
allow the protocol to be tested on a wider scale. Due to
Microsoft Windows being widely used there would be
a large base of people that could perform tests.

Physical mappings for the protocol will be developed for a
number of different network architecture to allow a wide range
of tests to be carried out in order to evaluate the protocols
performance in scenarios that would typically be found in an
internetworked environment. The networks that mappings are
proposed for are listed below:

1) Ethernet
2) MPLS/Fibre environments
3) Wireless networks (802.11, 802.15.4 and the 3G mobile

telephony networks)
4) ad hoc embedded environments
Implementing the protocol on these networks will allow

diverse networks to be created. For example, a network much
like the one depicted in Figure 1 could be construced, allowing
some of the most extreme cases, (such as high speed, low loss,
MPLS network on to a low speed, high loss, 802.11 network)
to be tested fairly. These mappings will integrate both existing



and new concepts (such as robust header compression, power
management, etc) into the protocol where appropriate and will
also investigate techniques such as address re-writing at mobile
hops, compression slow-start and generic header compression
schemes to provide minimum header size and optimum mobile
functionality.

Once the implentations of the various physical mappings
are nearing completion, construction of a laboratory testbed
will begin to allow testing and evaluation of the protocol
against other internetworking protocols. The testbed will be
on a relatively small scale, however, it will encompass varying
networking technologies to allow the transitions between net-
works to be evaluated. This small scale testbed will also have
a gateway to the Internet over which the NP++ native traffic
can be tunneled to allow testing over a wider scale between
native NP++ networks. It is also hoped that the UKLight high
speed fibre network can be utilised to allow the protocol to
be natively tested over a wider scale. This testing will allow
both the flexibility of the protcol (using a diverse range of
networks) and the performance of the protocol (using high
speed commercial switching technology) to be evaluated and
compared with other available network layer protocols.

This testbed will be used to carry out a number of quantitive
tests on NP++ to compare its performance with IPv4 and IPv6.
The main areas that will be compared include but are not
limited to:

• Throughput
• Delay
• Protocol overhead
• Robustness
• Flexibility
Alongside these performance tests, NP++ will be used in

a production environment to monitor how well the protocol
reacts to regularday to dayusage. This will show whether the
protocol is reliable and usable in real world scenarios.

Furthermore, it is proposed to test the protocol using a
sliceof the PlanetLab Computing Platform[8]. This will allow
the protocol to be tested on a global scale. The PlanetLab
computing platform allows architectural system testing to be
carried out using a virtual testbed, this would allow NP++
to be tested usingslicesof the globally distributed platform
rather than just by tunneling the protocol over the Internet as
it currently stands, to provide more accurate results.

VI. PROJECTSTATUS

A network node has been set up on the Lancaster University
IPv6 testbed comprising of a FreeBSD machine running the
IPv6 stack. This machine will act as a gateway from an IPv6
network to the laboratory testbed to be constructed, it has a
high speed connection, and from here it will be possible to
connect the gateway to Ethernet links as well as wireless links
on the NP++ testbed to enable the testing of various physical
mappings, as well as tunneling NP++ traffic over the IPv6
network.

In the near future it is hoped that the logical specification
can be completed and the implementation of the physical

mappings can then begin, this will involve the specification
and implementation of mappings for the network architectures
mentioned in Section III, and will be the first step towards
setting up a working NP++ network environment.

VII. C ONCLUSION

The NP++ project aims to implement a highly flexible Inter-
networking protocol to support the diverse range of networking
technologies available both now and in the future. It will
accomplish this by using a level of indirection, something new
in protocol design, having both alogical andphysicalstructure
of the header. By doing this, the underlying characteristics of
the protocol can change on a hop by hop basis, depending
on the underlying network. It will incorporate schemes such
as header compression and switching labels in the unified
protocol specification. The fact that a new physical mapping
can be implemented for each network architecture over which
it is desired to run the protocol makes the protocol desirable
as networks that have not been conceived yet will be able to
take advantage of the features of NP++ with a minimum of
protocol specification.
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